Project Description

1 Introduction

Aviation safety became the most important issue for national security after the tragic events of September 11. Current plans for enhanced physical security measures may help reduce the risk of a similar future event. However, the development of new information-based security systems will offer a valuable addition to the defense against such attacks. In this proposal, we use a Passenger Identification, Screening, and Threat Analysis application (PISTA) and its requirement on Database and Information Systems for research investigations on information integration, correlation, and knowledge discovery. Specifically, we will investigate research issues concerning how we can use a semantic infrastructure for discovering and preventing threats for such applications as aviation safety. We expect many applications of national security needs to exhibit similar requirements as PISTA.


Traditionally, security screening of airline passengers combines two parameters: (1) gathering and analysis of information, and (2) physical inspection. These parameters are integrated, and not necessarily carried out chronologically. Conventional passenger identification and screening systems may involve airline, airport, law enforcement and security personnel gathering information from passenger documents and behavior, and at the X-ray monitors viewing the contents of passenger belongings and baggage. However gathering, analyzing, and correlating various information about flights, passengers, terrorist organizations, developing news and even geographic information and others can further improve aviation safety. Here PISTA also affords multiple points of information gathering and checks, and threat assessment, including reservation, check-in counter, etc. as depicted in Figure 1.
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Figure 1: Semantic Association Identification and Knowledge Discovery for Aviation Safety

A major research challenge is extracting relevant meta-data from different information resources ranging from government’s watch-list to flight and passenger information, including historical data. A parallel process involves construction of a knowledge base including known facts about passengers, terrorist organizations, etc. Using the semantic-based knowledge discovery technique, suspicious patterns can be identified and passengers can be categorized as high-risk groups, low-risk groups, no-risk groups or positive groups (i.e., passengers increasing the safety). Hence, the level of physical inspection and optional interrogation of a passenger can be determined at various planned check points (e.g., the passenger passes through the security area or when he arrives at the gate) or unplanned moments in extreme circumstances. Biometrics is increasingly an important source of data, but we will ignore it for this proposal, except to state that appropriate metadata would help us correlate biometric data with the other available information.


We propose a knowledge discovery and semantic association identification system. A semantic association represents direct or indirect relationships (i.e., a relation that is meaningful to the application and can be inferred) between two entities. “Semantics” here specifically involves those relations that are meaningful to the application and can be inferred either based on the data itself or with the help of additional knowledge. Knowledge discovery as is used in this proposal is about identifying what types of semantic associations are meaningful for the application. In other words, knowledge discovery leads to the rules or patterns that help in identifying semantic associations that are related to an application. Of particular interest to the PISTA type of application is the semantic associations that identify passengers that pose security risk, and discovering various types of semantic associations of interest, such as a passenger’s membership in a terrorist organization.   
Our objective is to investigate various outstanding research issues in improving the techniques that aid in semantic association identification and knowledge discovery, and evaluate the developed techniques in the context of applications represented by aviation safety. However, all the research challenges presented in this proposal are also valid for other domains where information classification, extraction, and knowledge discovery are the primary concerns. We briefly summarize these research objectives and expected contributions in the following:


1. Active and lazy semantic metadata extraction that exploits ontology, specifically entities and relationships in a relevant part of a large knowledge base (where results of item 1 help in determining the relevant part of the ontology);

2. Developing new knowledge discovery techniques for discovering new semantic associations and patterns.

A challenging objective is categorizing, and organizing the accumulated information. This organization (i.e., classification) should be accurate as much as possible. The relevance and richness of the metadata are the further objectives here (1). Finally, discovered semantic associations (e.g., a person is a member of a terrorist organization or three persons live very close to each other as exemplified later in the document) should be very accurate and trustworthy (2).  

This proposed research is bootstrapped over a new generation of semantic technology that provide infrastructure to create large knowledge bases and metadata extraction. We briefly review related technologies in the background section (Section 2.2). Such semantic technologies help in associating meaning of data and in more meaningfully organizing data, in meaningfully correlating data, as well as in converting data into information for more effective decision making and in finding information that is contextually relevant to users’ needs. They help with syntactic and representational as well as semantic interoperability.  Most importantly, they have demonstrated the ability to create and maintain large knowledge bases (or assertional components of ontologies) that enable us to investigate the techniques of the types proposed here.  It is important to note that capability of the type envisioned here, whereby semantic associations can be used in profiling (whether positive or negative) raises very important policy, legal, ethical issues which have not been resolved, and hence all such capabilities may not be put in practice in supporting operational applications of the type similar to PISTA. However this issue is completely beyond the scope of our research. 

2 Research Background

In this section we first present additional background of application domain (i.e., aviation safety) that provide sample requirements for our research. Then we present the state of the art in semantic technology . Finally, we discuss in some more detail PISTA showing how the research in semantic association identification and knowledge discovery will help meet requirements of such applications.

2.1 Background on Application Domain: Aviation Safety

For about the last ten years, airlines have used the Computer Assisted Passenger Pre-Screening (CAPPS) to identify approximately 5% of the passenger baggage that should be screened.  It has used passenger data such as how they bought tickets, whether they are flying one-way and their travel history, etc. The details of this system are guarded and this system has been expanded after September 11, but its usage is still limited. It is indicated that CAPPS did flag two of the September 11 hijackers who boarded American Airlines Flight 77 that later crashed into the Pentagon (Davis 2002). This is because CAPPS caught an anomaly, where some passengers reserved their tickets with a credit card and later paid cash.

In cooperation with TSA (Transportation Security Administration), FAA and NASA, at least three prototypes are known to apply a new generation of information technology to address passenger and flight security needs (two of these are mentioned in (Online 2001)). These systems have access to a wide variety of data than what has been available in the past.  Some examples of such data sources include (first two are mentioned in (O'Harrow Jr. 2002)):

· PROS Revenue Management, which has access to seating records of virtually every U.S. passenger. Sabre, Inc. has data on about half of all U.S. airline reservations.

· Acxiom Corp., one of the world's largest data-marketing companies, which collects information such as land records, car ownership, projected income, magazine subscriptions and telephone numbers. Equifax has credit and related data on a large percentage of the U.S. population.

· Lexis-Nexis has such data as addresses, legal records, real estate records, and many other items for about 180 million individuals.

Two of the systems are designed to use travel information and other data to create models of "normal" activity (O'Harrow Jr. 2002). Then they will perform transaction analysis using known data mining techniques, and perform behavior analysis by looking for variations or deviations in individual behavior that might suggest risk. While little technical details are available about these systems, the system led by HNC Software applies neural network techniques. The second system led by Accenture is said to be using massive computing power and relational database software. We believe a major research challenge lies in how to use traditional data mining techniques on the historical data in conjunction with the semantic techniques such as association identification using ontologies.  All of these applications may eventually make use of a biometric system that uses facial recognition, iris scans, fingerprints or other immutable characteristics, to complement information processing, especially in providing the identity of the passenger to the information system. We will, however, ignore the role of biometric systems in this proposal.

Our plan is to start with the use of semantic-based techniques involving gathering diverse information, classifying and extracting essential metadata and then applying semantic knowledge discovery techniques instead of just using passenger-profiling techniques based on their personal data and payment history. Open source data available on the web, include constantly changing data such as watch lists maintained by government and law enforcement agencies, and dynamic data such as the news feeds (e.g., NewsML feed from Reuters and over 90 other companies world-wide that are aggregated by companies such as COMTEX News Network, www.comtexnews.net). In a typical day eight to ten million passengers use the airlines, and an airline system processes 2100 transactions per second. So, performance of the techniques that compute semantic associations is an important concern.

2.2 Background on Research and Technical Basis

Database and information systems research have investigated the issues of information interoperability and integration, with increasing focus on support for semantics and use of ontologies or domain models and knowledge bases (see (Sheth 1998) for citations and discussion on relevant research, including projects such as ARIADNE/SIMS, GARLIC, HERMES, Information Manifold, InfoSphere, InfoSleuth, InfoHarness, TSIMMIS and others). Research on semantics information processing and interoperability is getting renewed attention now that there is considerable excitement in the vision of the Semantic Web, characterized as the next phase of the Web (Fensel and Musen (Eds) March/April 2001; Berners-Lee, Hendler et al. May 2001). The semantic technology SCORE (Sheth, Avant et al. 2001; Sheth, Bertram et al.) was used in and aviation safety application prototype at NASA-AmesThe differentiating factor in this proposal from other mainly industrial initiatives is correlation of data from diverse information resources, and semantic-based analysis techniques to further investigate each passenger on the fly using a comprehensive knowledge base. We believe this approach may complement and further improve available data mining techniques where just historical data is used to generate rules that define normal and abnormal activities. For example, consider a discovery of a very simple pattern of four passengers living close to each other and one of them paying cash for others and they are not sitting next to each other on a flight. Without using a knowledge base about addresses it would be impossible to determine that these passengers live very close to each other and detecting this pattern. The other complex pattern examples are presented later in this document. 

Some of the earlier technology emerging from academic research at the Large Scale Distributed Information Systems (LSDIS) Lab at the Computer Science Department, UGA include InfoHarness (Shah and Sheth 1999), VisualHarness (Sheth, Shah et al. 1999)], and VideoAnywhere (Sheth, Bertram et al. 1999). Additional research conducted in ADEPT (Lima, Sheth et al. 2001)and InfoQuilt (Patel and Sheth 2001; Thacker, Sheth et al. 2001). These projects are highly relevant and provide a background for the research challenges presented in this proposal. The four core capabilities which play key roles in enabling PISTA type of applications are discussed next.  

· Semantic Search: Semantic search techniques are used to find information within a particular context. For example, it is not possible to convey to today’s search engines using the words “Black September” that you are interested in the name of a terrorist group (i.e., query “Terrorist Organization: Black September”), or name of a civil war (i.e., “War: Black September”), or the month including September 11, 2001 (i.e., “Month: Black September”). Today’s search engines do not typically know the exact context of searched entities. For example, it is difficult to decide whether terms like black September are discussed in a terrorism context or a history/civil war context. A more difficult scenario would be to answer a query on terrorist organizations that are led by Usama bin Laden, but not in which he worked with another leader. The difficulty arises due to the fact that keywords “leader” and “Usama bin Laden” could be found even in documents in which Usama bin Laden has worked in an organization directed by another person. Automatic classification can partially address this problem if it can classify documents into the categories “Terrorism” and “History/Civil War”. Such techniques are, however, impractical to automatically subcategorize Terrorist Organizations content based on leading and working.

· Semantic Metadata: Besides ontologies, which provide classification and the terminological basis for contextual reasoning, the use of metadata is another key component in a semantic technology. Broadly speaking, we can divide metadata into two types – syntactic metadata and semantic metadata. Syntactic metadata are metadata that describe non-contextual information about content, e.g., language, length, date, format, etc. Such metadata offer no insight about the content. Semantic metadata, on the other hand, describe domain-specific information about content (in the right context). For example, if the content is from the Terrorism domain, the relevant semantic metadata could be terrorist organization name(s), leader name, location, fraction, date of establishment etc., whereas if the content is from the Passenger domain, the relevant semantic metadata could be name, frequent flyer number, billing address etc. Metadata elements that offer more insight about the document fall under the semantic metadata category. Ontology can provide the context for semantic metadata.

· Semantic Normalization: Normalization plays an important role in dealing with semantic heterogeneity associated with multiple sources of content. We discuss two aspects of normalization. The first relates to associating (as much as possible) the same metadata for content belonging to the same domain or category regardless of source and format. For example, consider a PDF article about a fugitive posted at the FBI site and a news article at the CNN web site. If both articles contain a report on a suspected terrorist, then the same type of metadata (such as the name of the person being reported on, his/her appearance, the name of the terrorist organization s/he had connections, and so on) need to be associated for both. The second aspect of normalization of metadata refers to homogenizing the multiple names of a single entity into one uniform (canonical) name. For example, the terrorist organization Basque Fatherland and Liberty (ETA) is also referred to as Euzkadi Ta Askatasuna. Both these names refer to the same organization (entity), but if a keyword search is made on either of these, results pertaining to the other will not show up. A strong support for mapping techniques is needed to support normalization.

· Semantic Association: Semantic associations are relationships between entities that are meaningful or of interest to the domain model or application at hand. They include relationships directly supported in the ontology representation language (such as is a and is part of), as well as user-defined relationships. Consider the requirement of checking the association of a passenger with known terrorists. Semantic association between Bin Laden and Al Qaeda (with the relationship that the former is the leader of the latter) and similar relationships between Mohammed Atta and Al Qaeda allows the semantic technology to provide us with the ability to quickly associate content about Bin Laden and Mohammed Atta. In a more interesting example, consider that an organization is placed on the government’s watch-list.  In this case, it should be possible to flag a person who is an executive of a company that is known to have a financial relationship with the banned organization. Discovering semantic associations as well as identifying such semantic associations that an entity such as passenger participates, is a key component of this proposal. This is further discussed with examples after we outline our approach to address issues relevant to national security with the help of requirements based on applications such as PISTA. 

2.3 Relating Application, Technology and Research Agenda

We see PISTA an example of a national security application involving a multi-step process using semantic techniques. The major steps in this process include: (1) knowledge representation for flight, passenger information, and historical data (i.e., a collection of data records about past flights, criminal acts, and suspicious activities); (2) integration, correlation, and organization of passenger and situational awareness information from a distributed and heterogeneous collection of information resources; (3) knowledge discovery and threat analysis using semantically correlated information and knowledge representation. Figure 2 illustrates this process and interaction between different sub-processes. The steps with dashed boxes represent the research items outlined in this proposal. Items shown in the solid line boxes are fully enabled using existing technologies. 
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Figure 2: The Multi-step Process for PISTA

PISTA will not just rely on the simple profile information about a passenger’s nationality or birthplace to determine a risk-group; because this type of threat analysis is not adequate and creates concerns about civil liberties. However, PISTA will rely on comprehensive ontologies representing semantic knowledge about passengers, flight information, historical data, and situational awareness. The example ontologies will include flights, personal data, persons and organizations, financial data, airline, geography, law enforcement, and intelligence ontologies. Each of these ontologies can be visualized as a graph involving concepts and relations between these concepts in each domain. Example ontology is depicted in Figure 3. The ontology development, maintenance and interoperation (e.g., mapping) will be also addressed but they don’t constitute the core research issues in this proposal. 


However, use of knowledge base in establishing semantic associations is the key aspect of this proposal. Let us review some of them, along with the possible approaches and relevant research issues, if any in the following table. If the knowledge base in the discussion were replaced by a database, one of the challenges would be that explicit support for relationships would not be available (requiring joins or multiple operations rather than relationship traversals). Many of the computations below assume data and metadata are available, fresh, and in a form which is easily manipulatedIn this table a semantic association represent direct or indirect relationships (i.e., a relation that can be inferred) between two entities.

	#
	Semantic Association
	Discussion, and Research Issues

	1
	Is the passenger on any watch-list?
	A knowledge base (or integrated database) of persons on watch-lists can be maintained. Checking if a passenger is on a watch-list is not a difficult computing task if a capability to support synonyms (alternate names) and soft matching is available.

	2
	Is the address of the passenger somewhere on a watch-list? Has an individual lived at the former address of someone considered to be a high risk?
	These are similar to #1 except they require one or more queries (finding the address of the passenger and correlating it with addresses of known high risk persons), as well as a somewhat more complex operation of matching an address rather than a name.

	3
	Is the passenger a subject of any bulletins, such as embassy warnings, passport information, or foreign watch-lists?
	Similar to #1, but several queries must be performed.

	4
	Does the passenger work for any organization on a watch-list?
	A traditional search engine cannot answer such a question. This involves performing two joins in a relational database. But the PISTA can perform this operation significantly faster.

	5
	One man used a debit card to buy tickets for four other men who sit in separate parts of the same plane – four men who have shared addresses in the past. How can you find such associations?
	Each flight has many passengers, and each person can have several addresses, and addresses of several types (residence, business, credit card billing, etc.). How can this computation be done efficiently?

	6
	Do passengers on a flight live nearby, that are either not related in known ways (as family members or business associates)?
	This involves two different issues that of knowing relationships, and of knowing if the addresses are nearby. Assuming access to databases of employment and census is possible, let’s just consider latter. How would we know Alpharetta, Norcross, and Marietta are nearby? Generally, this is impossible without a knowledge base or a geographic information system (and hence employing domain semantics), that is outside of what is strictly possible with syntactic (text/keyword) and database technology.

	7
	Is the passenger someone who is unemployed or a low-wage worker and is buying a one-way first-class ticket to a destination he has never visited before?
	This query requires correlation of information on salary, employment, and travel history for a passenger. 

	8
	Does the passenger work for an organization that is known to sponsor an organization on a watch-list? Alert if a passenger has links to certain restaurants, hotels or parts of the country thought to be favored by terrorist cells.
	This requires a computation involving two relationships, and can be very inefficient unless a fast semantic computation involving the relationships is supported.

	9
	Is passenger known to be associated with an organization on the watch list? Is passenger known to oppose an organization? (Consider that there are different shades of association, depending on whether the person is a leader of, active member of, or active supporter of an organization.)
	This computation requires that this is a distinction made with the type of relationships—one is considered lending to a risk factor, while the other does not.  Inference purely based on the “is-a” relationship alone would not suffice.

	10
	Is there a connection between the passenger and one or more passengers on the same flight or different flights?  How do you know that to be of acceptable kind (family, business association) or questionable type?
	This is a complicated query that may be answered by executing several costly joins on relational tables. An efficient execution of this query is possible only with a fast semantic query engine.


An even more difficult task than identification of semantic associations is that of knowledge discovery that relates to coming up with interesting questions or semantic associations that should be part of an application like PISTA. Our objective is not to address all research issues raised by the above questions involving semantic associations. As a complement to a number of relevant technologies such as (unstructured) text mining (Agrawal, Bayardo Jr. et al. 2000), (structured) data mining (Bayardo Jr., Agrawal et al. 2000), automatic text classification (Sebastiani 1999) and others, we focus on exploiting our capability to automatically extract syntactic and semantic knowledge (domain specific or contextually relevant where the relevant portion of the ontology requires the context), for the following purposes:

· to perform semantic association identification and knowledge discovery on metadata, rather than data,

· use the knowledge base, especially the relationships to discover more knowledge (specifically rules that identify relevant semantic associations to investigate),

· use relevant component of the knowledge base to drive knowledge discovery based on metadata analysis (e.g., use the metadata of known terrorists or criminals to identify patterns and value ranges in the metadata against which a passenger’s metadata can be compared).

3 Research Framework

Our research plan builds upon  research conducted and tools developed as part of the InfoQuilt project. Furthermore, we will advance current RDF Schema type of knowledge representation infrastructure in InfoQuilt to DAML+OIL based representation, as well as use an inference engine developed by other research groups (such as the FaCT system (Horrocks), which is based on an efficient implementation of the tableau method for description logic (Horrocks and Sattler 2001)) where appropriate. These give us an adequate basis for developing relevant ontology, and creating test meta-base and knowledge base for our research. A sample (partial, definitional component of an) ontology for aviation-safety domain is depicted in Figure 3. It shows classes (or concepts) representing passenger, airport, flight, organization, address, etc. and semantic relations between these concepts. These relations include user-defined ones such as lives at, member of etc. besides traditional is-a relations. The knowledge base (i.e., assertional part) of the ontology is not in Figure 3. But this part includes extracted real world instances of each concept and relation in the ontology (e.g., John Allen lives at 2900 Greenwood St., Athens, GA 36055 or Abu Sayyaf is allied with Al Qaeda etc.).
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Figure 3: Sample PISTA Ontology 

We propose to research two main types of techniques in this proposal, which are discussed next.

A. Ontology-based Metadata Extraction

Scientific discovery in data rich domains (e.g., biological sciences, atmospheric sciences) presents several challenges in information extraction and knowledge acquisition from heterogeneous, distributed, autonomously operated, dynamic data sources (Silvescu, Reinoso-Castillo et al. 2001). Traditionally, information extraction systems have used the template-matching paradigm as explained below. The data from the source is passed through the following sequence of operations:

· Lexical Analysis essentially involves tokenization the data.

· Name Recognition involves identifying proper names.

· Partial Syntactic Analysis identifying some aspects of syntactic structure simplifies the subsequent phase of fact extraction.

· Scenario Pattern Matching involves extracting the events or relationships relevant to the scenario/context

· Conference Analysis involves anamorphic references in the text 

· Inference involves combination of partial information generated by the preceding steps. Production rules are typically used to make these inferences.

This sequence of operations results in templates that can be used to match other data sources to extract information from them. In our opinion a key limitation of using this classical paradigm of information extraction is that there is a complete lack of background knowledge. Ontologies provide an important source of background knowledge or assumptions that set up the context for data-driven knowledge discovery. Ontologies provide the necessary context for metadata extraction and annotation. Once a document has been classified, it is possible to perform contextual processing of data/content to extract semantic metadata, which can then be expressed in a representation of choice (such as DAML+OIL) to yield annotations. In addition to extracting the essential data, this approach helps in eliminating the data and media heterogeneity because the heterogeneous content is classified using a common set of (yet user selectable) ontologies, with further support from automatic classification into relevant classes of an ontology as discussed next. Then contextually relevant (as identified by relevant portion of the ontology) meta-data is extracted. Furthermore, it is possible to annotate these documents using different ontologies, which provides a greater flexibility in analyzing the documents as described in the rest of the section.

The goal of classification (described in the previous section) is to identify a set of most relevant categories that are descriptive of a document. A particular category involves concepts and relationships from an interconnected set of several ontologies. Furthermore, a classification may result in a set of categories, where each category represents a different perspective for a document. For example, consider a report on a terrorist act committed by a known terrorist group. Presumably, the terrorist group and the key known members are discussed; in addition to the ties the group has with other organizations, governments, and its possible finance sources. Obviously, such a document can be matched to a suitable ontology on terrorism. On the other hand, the same document can be matched to an ontology dealing with the business side of terrorism financing. One related research topic is to study the breadth of the scope of the metadata extraction or annotation.  A simplistic way to look at this is that more metadata extraction (seen as portion of relevant ontology) would lead to broader recall but lesser precision.  

Since new ontologies may be created and/or modified frequently, it is impossible to create all interesting annotations by humans at the time of document creation. Furthermore, we intend to view an annotation of the document as lazy annotation in the sense that a document's meta-data will not be created and attached to the document immediately. Rather, a document will be anchored to the target ontology, and the full meta-data will be materialized dynamically at the time it is needed. This will have the advantage of using the provided reasoning mechanism in order to extract other meta-data about the document at the time the data is needed. Any changes made to the ontology relationships, or updates to extensions part of the ontology will be materialized as well. This concept of lazy annotation can be extended to a WWW URL that represents a frequently modified content (e.g., an embassy bulletin on potential threats).

B. Semantic Association Search and Discovery

The examples presented previously cannot be easily captured as queries directed at a typical keyword based search/query engine, such as Google, and AltaVista, or specialized information search systems such as Lexis/Nexis. These examples can be expressed as complicated requests for information.  Clearly, what is needed is a high performance system to process semantic queries.  

A semantic query is a request for information (frequently, simply documents) satisfying certain semantic conditions. There are several dimensions in which we perceive the query as semantic: (1) the query may require that the requested information fall into a specific category  (class), possibly including all subcategories, (2) the query might require that the information contains occurrences of specific values of some or all of the attributes pertinent to the selected category, and (3) the query might also require that the included attribute values satisfy a specific semantic relationship (typically represented in an ontology).    The following simple examples illustrate the mentioned types of semantic queries: (1) “Find all information classified as terrorist act (category).”  (2) “Find all information on terrorist acts, where the weapon used (attribute) was a grenade (attribute value).”  (3) “Find all information on company executives  (attribute in the business category) who expressed support for (relationship) terrorist organizations (attribute).” By using such queries, we plan to support identification of semantic associations, such as identifying if the passenger has any of the several forms of associations with a known bad organization.

The inclusion of relationships in query formulation is a novel feature, as compared to typical keyword-based search systems. It is possible to store and use the relationships in an RDBMS-based system.  However, it comes at a substantial cost. While providing a single fact of relevant information is feasible in real-time, accumulating the vast amount of information, as needed in the passenger security application requires a prohibitively high processing time (due to a high number of joins). Such a query would need to search the passenger and other people and organizations that the passenger may be linked to against several information sources with several different relationships. 

 Several example queries that will benefit from the proposed semantic query engine are listed in the table above.  Many queries (e.g., items 5, 6, and 9 in the table above) would require multiple relationship traversals.  In order to process such a complicated query with the use of a relational database, a number of complicated joins would have to be computed, resulting in an unacceptable response time. In PISTA, the semantic relationships will be queried with the use of our knowledge base (described earlier).  

The knowledge discovery  addresses the question of how best to use the data (especially huge volumes of data) to discover general regularities and improve the process of making decisions. A knowledge discovery process typically involves generating a set of associations and then ranking these associations in PISTA. The identification of semantic associations based on data, metadata and knowledge base can then be used in the decision making process (e.g., the table in Section 2.2). 

For the list of cases in table of Section 2.2 we want to improve the ability to identify high-risk, low-risk, no-risk, and positive groups of passengers for each flight. We plan to address this problem by using a novel technique incorporating semantic-based knowledge discovery and association identification methods. The traditional data mining techniques derive from methods in exploratory data analysis, and deploy techniques such as classification, regression trees, multivariate adaptive regression trees, statistical learning, symbolic rule learning algorithms, and decision-tree learning algorithms (ACM 1999). Other machine learning algorithms commonly used applied to domains similar to aviation-safety includes neural networks, inductive logic programming, and Bayesian learning algorithms (ACM 1999). A new challenge posed by the Web is that data to be analyzed is in many forms—Web sites with semi-structured data, traditional databases, text files and emails, and corporate repositories with structured databases as well as unstructured documents. SCORE type of technology and other research allows us to deal with this issue.

The distinctive features of our approach include that  the background knowledge (an ontology and associated instances) will be used in discovering the semantic associations. We anticipate, but will need to prove, that this approach will highly improve the credibility and precision of searched associations compared to traditional search engine techniques. 

We illustrate the proposed approach with a simple example. Assume the ontology involves a set of casual relations between these pairs of concepts: <Terrorist Event, Airline>, <Airline, Airline Stock> <Airline Stock, Financial Transaction>, <Financial Transaction, Brokering Firm>, and corresponding knowledge base (e.g., list of brokering firms, airlines, etc). A semantic-based association discovery technique can use this knowledge to drive search operations on the available meta-data. In this way, unexpected patterns can be discovered involving Terrorist Event and Brokering Firms by using transitive semantic associations between them, which would be almost impossible without analyzing semantic associations between these concepts and their instances. Essentially, ontology, especially the relationships help us focus on only the most interesting and relevant patterns. Of course the nature of relations are important in this process.

4 Research Plan Summary

	#
	Description
	Milestone (month ending)

	1
	Application requirements with emphasis on understanding types/classification of semantic associations, and types of knowledge discovery which is possible using semantic metadata
	Initial study (12); revised study (24)

	2
	Testbed for using evaluating techniques (items 4 through 7) with open source data, involving metadata extraction, knowledge base and InfoQuilt tools for ontology creation
	Testbed for 1-st round evaluation (12); testbed for 2-nd round evaluation (24)

	3
	Create scenarios in accordance to requirements (1) and set up the evaluation using our testbed (2)
	Initial evaluation (18); final evaluation (36)

	
	· 
	

	4
	Research 1: Ontology-based Metadata Extraction

· Develop an automatic metadata extractor and document annotator based on ontological document classification

· Develop a lazy annotation mechanism where a document will be anchored to the target ontology, and the full meta-data will be dynamically materialized at the time it is needed
	Model development (12); initial implementation and evaluation (18); extensions and final evaluation (36)

	5
	Research 2: Knowledge Discovery

· Develop association discovery  techniques on an interconnected set of concepts and relations (i.e., ontologies) and their instances in the knowledge base

· Define and formalize target semantic association types; develop ranking schemes to designate most interesting associations among many discovered associations
	Model development (12);  implementation and initial evaluation (18); extensions final evaluation (30)


5 Dissemination of Results 

Primary form of dissemination of the results from this project will be through publications, invited/keynote talks, and participation in international and national meetings (see bios for examples).  The proposed research is also close to two graduate courses being taught:  Sheth’s graduate course on Semantic Web (Sheth 2002), and Arpinar’s course on Networked ISs (Arpinar 2002) . Consistent with the history of using research systems in our courses (e.g., Sheth’s courses have used software prototypes and tools from InfoHarness, METEOR and InfoQuilt), we expect the results of this project to enrich future sessions of these courses. All software prototypes resulting from this effort will be publicly available from the LSDIS’s Web site and announced on the DBWorld mailing list.  If there is interest in licensing the results of this research, which would be handled by the University of Georgia Research Foundation’s technology transfer office, as in the past. The LSDIS lab also has signification collaboration with other groups and institutions, and student internships have been an additional way results get disseminated.  

6 Results of Prior NSF Funding

Amit Sheth’s (as UGA PI, with K. Kochut as Co-PI) related NSF funded project was NSF IRI-9411330, The Alexandria Digital Earth Modeling System (as a subcontract to UCSB), Principal Investigator of the UGA subcontract to UCSB, $120,066, September 1999—August 2000. Research in Semantic Interoperability and Collaboration with applications to Digital Earth resulted in refereed conference and workshop papers, a book chapter, four keynotes or plenary invited talks at international conferences and workshops, and four M.S. thesis. Web based demonstrations and tools are available, one Journal submission is under review, and one Ph.D. student continues her work started during this project. Amit Sheth was also the PI for NSF Workshop on Workflow and Process Automation (Award # IRI-9528870, Division of Information, Robotics, and Intelligent Systems, and the Division of Computer and Computational Research, $24,795, Sept. 1995-Sept. 1996). Over 50 researchers and practitioners participated in this multidisciplinary workshop from the fields of data management, information systems, software engineering, and CSCW. A workshop report authored by several participants was published in three SIG publications, and Sheth gave invited talks presenting the results at subsequent DARPA and NSF workshops.  The multidisciplinary research agenda resulting from the workshop also led to the ACM Intl. Conf. on Work Activity Coordination and Collaboration (February 1999, San Francisco, CA.). Finally, a proposal to NSF-CISE-IIS to hold a workshop on Database and Information Systems Research for Semantic Web and Enterprises is in the process of being funded, and the workshop will be held in April 2002. 
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