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Abstract. Information retrieval over semantic metadata, has recently received a
great amount of interest in both industry and academia. Discovering complex
and meaningful relationships among this data has become an actively re-
searched topic. Just as ranking of documentsis a critical component of today’s
search engines, the ranking of relationships will be essential in tomorrow’s se-
mantic analytics engines. Building upon our recent work on specifying and
ranking semantic relationships, which we refer to as Semantic Associations, we
demonstrate a system, CRISMA, where ranking techniques are used to provide
users the most interesting and relevant Semantic Associations queried from a
large semantic metabase represented in RDF.

1 Introduction

The focus of contemporary data and information retrieval systems has been to pro-
vide efficient support for the querying and retrieval of data. Search engines have
made good progress in the ability to locate one of the relevant pieces of information
among the vast information on the Web. There has also been noteworthy progressin
metadata extraction, which involves recognition of entities such as names of persons,
locations, and in some cases, domain specific attributes of entities. Semantic metadata
are metadata elements that describe in context, domain specific information offering
additional insight about a document or other content items. For example, relevant
semantic metadata relating to a content item about a terrorist organization could be
countries the organization is active in, known terrorist activities, key organizationa
members, number of members on watch lists, etc. The progress in information re-
trieval or search does not extend to support effective decision-making and knowledge
discovery.

Due to the increasing move from data to knowledge, and the increasing popularity
of the vision of the Semantic Web [1], there is significant interest and ongoing work,
in automatically extracting and representing the metadata as semantic annotations to
documents and services on the Web [2,3,4]. Several communities such as the Gene
Ontology Consortium, Federal Aviation Administration (Aviation Ontology), Mo-
lecular Biology Ontology Working Group, Stanford University’s Knowledge Systems
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Lab (Enterprise Ontology), are also coming together, to effectively conceptualize the
domain knowledge, and enable standards for exchanging, managing and integrating
data more efficiently. Research in the Semantic Web has aso spawned several com-
mercially viable products through companies such as Semagix [5,6] and Ontoprise [7]
to name a few.

Given these developments, the stage is now set for the next generation of tech-
nologies, which will facilitate getting actionable knowledge and information from
massive data sources thereby assisting in information analysis. Many users try to
analyze information by either browsing the information space, or using a search en-
gine. Search engine based systems only locate documents based on keywords or key
phrases. These approaches are not very representative of what the user actually wants.
Therefore, most of the retrieved documents are either irrelevant, or contain the infor-
mation buried deep within other data. The onus is then on the user, who must decide
which of the retrieved documents are relevant, and then use their mental model of the
information they are looking for in order to obtain the relevant information.

The main goal of this project is to ease the process of analyzing knowledge across
different sources of data and enable users to uncover previously unknown and poten-
tially interesting relations (or associations) [8,9]. In the quest for finding relationships
among semantically annotated entities (called Semantic Associations [8]; illustrated
in Figure 1), it is possible to find too many of them between the entities. For example,
in our current semantic test-bed, SWETO (Semantic Web Technology Evauation
Ontology; detailed in [10]), there are over 800,000 entities and 1.5 million explicit
relationships among them. Simple Semantic Association queries between two entities
result in hundreds of results. Therefore, it is also important to locate interesting and
meaningful relations and to rank them before presenting to the user. Thus, building
upon our recent work on specifying, discovering and ranking Semantic Associations
[11,12], we propose a system called CRISMA, Context and Ranking in SeMantic
Associations, which entails the formalization and implementation of a framework
where contextual ranking techniques can be used to identify more interesting and
more relevant associations.

Figure 1: Semantic Associations

The rest of the paper is organized as follows: Section 2 details the context formal-
ization overview; Section 3 describes an overview of the ranking criterion; Section 4
presents the system implementation; lastly, Section 5 details the progress so far.
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2 Context Formalization Overview

A context specification captures the users' interest in order to provide her with the
relevant knowledge within numerous indirect relationships between the entities. We
consider data in an RDF model [14] with an associated RDF Schema [13] that de-
scribes the relationships between entities. Since the types of the entities are described
in the RDF Schema, we can use the associated class and relationship types to restrict
our attention the RDF Schema (RDFS) we are capturing the areas of interest of the
user. Particularly important for us is the ability to define that the path of interest (se-
mantic association) should include properties and/or classes of interest for the user. A
region of interest is asubset of classes (entities) and properties of a schema.

The detail to which aregion of interest can be specified may vary for different ap-
plications. We have considered the following cases: (i) Class level: paths that include
instances of that class are relevant, and (ii) Property level: paths including the speci-
fied properties are relevant.

Within the Class level, we may also restrict or allow subclasses to be considered
relevant as well as the classes higher in the class hierarchy. For example, an “ Organi-
zation” class may be considered relevant together with subclasses “Political Organiza-
tion”, “FinancialOrganization” and “TerroristOrganization”, but a class “Account”
that is parent of the class “ CorporateAccount” may not be of importance.

At a Property level, we can specify restrictions similar to those of the Class level.
An interesting and powerful context restriction that can be specified in propertiesis
indication of which classes the property can be applied to (“domain” in RDFS) as
well as which classes a property points to (“range” in RDFS). An example is a prop-
erty “involvedin” with a domain “Organization” and range “Event” (that is, Organi-
zation involvedin  Event). Our context specification allows restriction of the type
of classes for domain and/or range. For example, it is possible to indicate that the
property “involvedin” is relevant when the entity that it is applied to is of class “Ter-
roristOrganization” (a subclass of “Organization”).

We specify in aflexible yet detailed manner which Classes and Properties are rele-
vant using XML. The following is an example of specifying Classes with restrictions:

<region i d="R1" wei ght=".65">
<cl assLevel nanme="TerroristAct" includeSubclasses="all"/>
<cl assLevel nanme="TerroristOrg" includeSubcl asses="no"/>

<propertylLevel nanme="i nvol vedl n" domai nRestri c-
tions="TerroristOrg" rangeRestrictions="TerroristAct, Ki dnap-
pi ng, SuicideAttack" />

</ regi on>

A region has a weight defining its relative importance. The particular XML example
shown above captures an area of interest, specifically the Terrorism domain. Note that
a user can define severa ontological regions with different weights to specify the
association types gheisinterested in.
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3 Ranking Criterion Overview

As mentioned earlier, Semantic Associations are essentially paths connecting two
entities that can span across multiple domains and may involve any number of inter-
mediate entities and relations. In this section, we describe various criteria for ranking
these associations, alowing their presentation to a user in a relevant manner. Our
approach defines an association rank as a function of various intermediate ranking
components. Hence, as a path is traversed, it will have many different ranks which
ultimately contribute to the overall association rank. The following descriptions of
these criteria exclude in depth examples and actual formulas due to space limitations
and will be discussed in the final report.

3.1 Context

An association between two entities can pass through a variety of regions. By regions,
we refer to areas of interest of a user in an ontology with respect to a specific query.
For example, a user may be interested in the way two ‘Persons are related to one
another in the domain of ‘Computer Science Publications'. Taken from the SWETO
ontology [10], the user would be most interested in associations that included con-
cepts such as ‘ Scientific Publication’, * Computer Science Professor’, etc. To capture
this, we define the notion of a query context. As mentioned earlier, this context is
made up of various regions specified by the user. Context specification, as discussed
in Section 2, is thus used to capture a user’ sinterest in order to provide him/her with
the relevant knowledge among the numerous indirect relationships between the enti-
ties. Since the types of the entities are described using RDF Schema, we can use the
associated class and relationship types to restrict our attention to the entities and rela-
tions of interest. Thus by defining regions (or sub-graphs) of the RDF Schema, the
areas of interest of the user are captured. Lastly, because a user can be interested in a
variety of different regions with differing degrees on interest, we associate a weight
for each region specified.

3.2 Subsumption

When considering entities in an ontology, those that are lower in the hierarchy can be
thought as more specialized instances of those further up in the hierarchy [15] (i.e.
entities have more specific meaning). For example, in the SWETO ontology, the class
‘Computer Science Professor’ is a subclass of class ‘Professor’, which in turn is a
subclass of class ‘Person’. It is clear that a‘Professor’ isa more specific type of ‘ Per-
son’. Similarly, a ‘Computer Science Professor’ conveys more meaning than both
‘Person’ and a ‘Professor’. This notion is captured through a criterion we refer to as
‘Subsumption’. The intuition is assigning a higher rank to more “specific” entities in
Semantic Associations.

3.3 Path Length

In some queries, a user may be interested in the most direct paths (i.e., short paths).
This may infer a stronger relationship between two entities. Yet in other cases a user
may wish to find possibly hidden, indirect, or discrete paths (i.e., long paths). The
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latter may be more significant in domains where there may be deliberate attempts to
hide relationships; for example, potential terrorist cells remain distant and avoid di-
rect contact with one another in order to defer possible detection [16]. Hence, the user
should determine which Path Length influence, if any, should be used (thisis largely
domain dependent).

34 Trust

Due to the distributed nature of the data sources in a system of thistype, various rela
tionships and entities in a path originate from different sources. Some of these sources
may be trusted while others may not. For example, Reuters could be regarded as a
more trusted source on international news than some of the other news organizations.
Thus, trust values are assigned by the user to relationships depending on the source.
With trust values assigned to the knowledge the system can rank paths coming from
more trustworthy sources over those that are |ess trustworthy.

3.5 Overall Path Rank

The previous sections have described the various path rank criterion. Our ranking
approach incorporates all of these criteria in order to assign a path’'s overal rank.
Additionally the approach allows for overall path rank fine-tuning, in which each of
the individual ranking components are given a weight, so that one criterion may be
more influential than another criteria in the ranking of a path. Again, due to space
limitations, the exact formulaswill be discussed in the final report.

4 System Implementation

The CRISMA system has been designed so that it can be interacted with and almost
entirely administered through a Web interface. The main components of the system
are illustrated in Figure 2 and include the Knowledge Extraction Module, Context
Definition Module, Query Processor, and the Ranking module. Additionaly, a
graphical Web interface is provided to the user. The entire system, except for the
Knowledge Extraction Module, is Web-accessible, and all code was written in Java.
The following sections detail these aspects of the system, even if they are not yet
completely completed. Section 5 will discuss our progress so far.
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Figure2: CRISMA System Architecture

4.1 Knowledge Extraction Module

In the CRISMA system, the knowledge extraction module (including the metadata
extraction and storage) is implemented using Semagix Freedom, a commercia prod-
uct which evolved from the LSDIS lab’s past research in semantic interoperability
and SCORE technology [17]. Using this technology, we have created an ontology
with a large number of instances (SWETO) that includes organizations, countries,
people, researchers, conference, publications, etc., that are related by named relation-
ships. Extractors are created within the Freedom environment, in which regular ex-
pressions are written to extract text from standard html, semi-structured (XML), and
database-driven Web pages. As the Web pages are ‘scraped’ and analyzed by the
extractors, the extracted entities are stored in the appropriate classes in the ontology.
Additionally, provenance information, including source, time and date of extraction,
etc., ismaintained for all extracted data. We later utilize Freedom’s API for exporting
both the ontology and itsinstances in RDF syntax.

In order to query the knowledge base, we have implemented a Java API that allows
for loading the ontology and its instances into main memory. Thus the system is pro-
vided with fast access to the data.

4.2 Query Processor

The query processing algorithms for discovery of Semantic Associations include
adapted ideas based on k-hops, random walks, iterative deepening and node collaps-
ing. The inputs for the query engine are two entities in the dataset. The query engine
then finds all Semantic Associations between the entities of interest and forwards the
results to the Ranking module. While, the scalability of these current algorithmsis an



CRISMA Project Interim Report
Advanced Topicsin Information Systems, Spring 2004

issue, we are developing heuristics to prune the search space based on semantics (e.g.
through context), as well as index structures which are under development. Addition-
aly, we view this problem to be out of the scope of this project.

4.3 Context Definition Module

As described in Section 2, the intuition behind a query context is that a user can spec-
ify at a high level the relevant types of data and relationships according to hisher
needs; for example the ‘Financial’ or ‘ Scientific Publication’ domains.

In this system, we utilize a modified version of Touchgraph, a Java applet for vis-
ual interaction with a graph, to define a query context. Essentially, a user can define
regions, with their associated weights, classes, and properties using this interface.
Figure 3 shows a screenshot of the context definition interface used within the sys-
tem.

Figure 3: Context Definition I nterface

4.4 Ranking Module

The ranking module is a Java implementation of the previously mentioned ranking
approach. Unranked associations are passed from the Query Processor to the Ranking
Module. The paths are then traversed and ranked according to the ranking criteria
defined earlier. In the current implementation of the system, a user can interact with
the Ranking Module so that he/she can specify context, whether to favor long or short
paths, and which sources are the most trustworthy. Additionally, as mentioned before,
the user is aso able to assign a weight to each of these individua ranking criteria.

45 User Interface

The user interface for the system is entirely Web accessible. The current implementa-
tion (still under construction) is servlet based (using Apache Tomcat), thus allowing
the user to interact with the various system modules.
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5. Progress So Far

Asdetailed in our project proposal, individual responsibilities are as follows:

Context Formalization:

0 Primary — Aleman

0  Secondary — Chris
Context | mplementation Module:

0 Primary — Aleman

0 Secondary —Willie
Ranking Formalization

0 Primary — Chris

0 Secondary —Aleman
Ranking Implementation Module:

0 Primary — Chris

0 Secondary —Willie
Web-based Prototype:

o Primary —Willie

Below is atable with the progress so far with regards to the above tasks:

Task Person Responsible Complete
Context Formalizations Aleman Y
Context | mplementation Aleman and Willie Partialy
Ranking Formalization Chris Y
Ranking Implementation Chrisand Willie Partialy
Web-Based Interface Willie Partialy

6 Dissemination of Results

Through the research, formalization, and completion of this project we plan to aim for
two potential publications within the range of conference or journal papers. With
regards to Context specification and formalization, we plan to submit a paper to the
3 International Semantic Web Conference (ISWC2004). The submission date is
April 16th. Additionally, we plan to submit a paper regarding the ranking of semantic
associations to either The Journal of Web Semantics2, which accepts papers year
round, or |SWC2004.
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